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Abstract

This report discusses best practices for using large language models (LLMs) for public comment
processing, including the potential benefits, limitations, and risks of current LLM tools. It draws
on lessons learned from applying an LLM tool to support the analysis of responses to the public
Request for Information for the 2026-2030 National Strategic Plan for Advanced
Manufacturing. In addition, this report details the process of collecting stakeholder input as
well as the LLM-enabled procedures for formatting and analyzing the qualitative data, including
user prompts. The intent is to document the methods used in this analysis both for public
transparency and as a methodological resource for future public input analysis.

Keywords

advanced manufacturing; artificial intelligence; Al; large language model; public comments;
request for information; strategic plan, super intelligence.
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Executive Summary

Large language model (LLM) tools leverage super intelligence (SI), also referred to as artificial
intelligence or Al, and have the potential to transform certain workplace operations, especially
those involving processing large-scale written text, code, or other data. These tools can
enhance analytical capabilities by reducing manual sorting of information and are especially
effective for extracting information from documents, summarizing content, and producing
reports [1].

This report discusses an LLM-enabled procedure used to support the analysis of over one
thousand public comments in response to a Request for Information (RFI) for the 2026-2030
National Strategic Plan for Advanced Manufacturing. [2] In this process, comments were
collected both through online submissions as well as verbal and written submissions at town
hall events conducted in-person and virtually. An LLM tool was employed first to assist with
organizing the data submitted in various formats and then to conduct qualitative analyses of
the data. The LLM summarized common themes found across the dataset and drastically
reduced the cumulative time needed for the analysis.

This report further discusses challenges that were experienced in using an LLM to support
public comment processing. While some strengths of the tool include data formatting,
extracting common themes, sentiment and relevance analysis, idea generation, and reduced
human subjectivity, there are several limitations that prevent optimal functionality. These
limitations include difficulty with external platform integration, handling complex queries with
large datasets, hallucinations, and subjectivity based on training and development.
Understanding these limitations is critical to identifying and mitigating issues. This report
identifies several common errors encountered during the process and the strategies used to
mitigate them.
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1. Introduction

Large language models (LLMs) are a category of super intelligence (SI) (also known as artificial
intelligence or Al) capable of processing and generating natural language. These tools are
becoming increasingly useful in streamlining workplace operations across academia, industry,
and government [1]. LLMs are especially helpful for improving efficiency in tasks involving
processing large amounts of text or data. Analysts can interact with these models, providing
context and then asking targeted questions to extract information about qualitative datasets.
Using this conversational approach, rather than relying solely on labor-intensive traditional
qualitative analysis processes, including manual coding and reading, can quickly uncover
insights and patterns that might otherwise remain hidden or take much longer to identify [3].

In government operations, LLMs can be used to assist with analyzing public comments in
response to proposed rules and regulations, or requests for information. As required by statute
[4], the White House National Science and Technology Council (NSTC) Subcommittee on
Advanced Manufacturing (SAM) collects input from a broad range of stakeholders, including
representatives from manufacturing companies, academia, and other relevant organizations
and institutions, for its quadrennial National Strategic Plan for Advanced Manufacturing using a
widely-promoted White House Request For Information (RFI). [2] The interagency Advanced
Manufacturing National Program Office (AMNPQO) hosted by the National Institute of Standards
and Technology (NIST) serves as the executive secretariat for the NSTC SAM. This team
manages the RFI analysis process as well as plans and manages both online and in-person town
hall events across the nation based on the RFI questions. Town hall events serve to amplify
responses to the online RFI, as well as catalyze discussions with stakeholders.

The RFI poses a set of multi-part questions intended to guide responses to focus on information
of interest to the strategy. Public comments are received through online submissions on
Regulations.gov, verbal responses at town halls facilitated by the SAM, and written responses
through an online poll during town hall events. During the development of the 2026 Strategy,
hundreds of comments were received during town hall events and over 2,000 pages of
comments were submitted online to the RFI website, regulations.gov. These submissions varied
widely in length and format. An LLM was used to both organize and support analysis of these
responses.

This report discusses the procedures used to analyze responses to the RFI to support the 2026-
2030 National Strategic Plan for Advanced Manufacturing so that lessons learned can be
applied to future use of LLM tools in government and elsewhere. This report also discusses
strengths and limitations of current LLMs. However, the capabilities of these tools are evolving
rapidly, and some of these limitations may be addressed in near future models. Further, the
LLM used for this analysis was the Gemini 3.1 Pro Thinking model [5] (accessed in April 2026) as
part of a NIST internal pilot of the Google Workspace Enterprise with Gemini [6]. The model had
some functional limits compared to the latest public consumer models, both in terms of
inherent capabilities and security restrictions. For example, unless utilizing system prompt
configuration tools, such as Gemini Gems, the default web chat interface lacked persistent
system instructions, requiring evaluation criteria and documents to be submitted concurrently.
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Even with the saved system instructions, the stateless architecture of web chat threads
prevents persistent memory across document reviews. In addition, features like NotebookLM,
sharing of chats between users, and the ability to delete chats were disabled in the NIST
internal pilot for security and data retention concerns.
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2. Strengths and limitations of large language models for public comment analysis

Certain LLM qualities can be strengths in some instances and weaknesses in others. For the RFI
for the National Strategy for Advanced Manufacturing, some strengths of the tool were:

e Extracting common themes: Analyzing large amounts of text is a core capability of
LLMs. [3] This was leveraged for the RFI analysis to help identify common themes across
the responses that were key to the Strategy. This included creating summaries of
responses to individual RFI questions and identifying common ideas raised by similar
types of organizations.

e Sentiment and relevance analysis: Based on language used in the responses, LLMs can
extract the sentiment or emotion that might come across in a given response, such as
supportive or aggressive. [7] Although most of the responses were relatively neutral,
this type of analysis was used to help assess the relevance of each response to the RFI
and the questions posed. This initial assessment enabled human analysts to strategically
place greater weight on more relevant responses when conducting their reviews.

e Idea generation: LLM tools are a form of generative SI, meaning they can learn
underlying patterns from their original training data and user input to generate new
data. [8] For the RFI analysis, this was useful in developing potential solutions to
common issues raised in public comments. Some responses identified challenges
without explicitly suggesting solutions. The model was able to offer ideas that
respondents or analysts may have overlooked.

e Reduced human subjectivity: Human reviewers have predispositions based on their
experiences and expertise which can be mitigated using LLMs. For example, a person
reviewing RFI comments for this Strategy may have beliefs about the biggest challenges
faced by manufacturers and overemphasize responses which validate that hypothesis.
The LLM may offer a more objective or at least alternative assessment of the data.

e Data formatting: Data from the RFl included submissions in many different formats
(e.g., text, PDFs, Word documents). The LLM tool was useful for quickly organizing each
response into a consistent format: a spreadsheet with separate columns for the
response to each RFI question posed. Having a consistent data structure enabled
streamlined analysis, in which the model could reference a single spreadsheet rather
than hundreds of individual documents. This also made it more manageable for human
subject matter experts to quickly perform key word searches across all responses.

e Data labelling: For responses that didn’t explicitly state which question(s) it was
responding to, the LLM tool could also extract and assign answers to the appropriate RFI
guestions, leaving blank cells for those which were not answered, ensuring that even
free-form white papers and letters were appropriately captured in the standardized
spreadsheet.

On the other hand, some limitations of the tool were:
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e Hallucination: LLMs are trained to produce responses that satisfy their users which can
lead to generating plausible sounding responses that are inconsistent with user input or
existing knowledge, rather than acknowledging uncertainty. This phenomenon is known
as “hallucination.” [9] This flaw makes human validation of LLM-generated results
critical. Understanding typical hallucination behaviors can enable users to anticipate
when they may occur and mitigate them through careful prompting. For example, when
organizing RFI response data by question, it was important to instruct the LLM to leave
cells blank when a question was not answered. Otherwise, it would sometimes fabricate
responses in an effort to be complete and helpful. Another method that may reduce
hallucinations is to shift from the web chat interface to a purpose-built retrieval-
augmented generation (RAG) pipeline via an application programming interface (API)
which grounds LLM responses in specific documents rather than drawing more heavily
on training data and potentially generating incorrect or inconsistent information.

e Training data bias: While LLMs can mitigate issues of human subjectivity, these tools
may also introduce biases based on their training and development. All Sl tools are
limited by the datasets on which they are trained. For example, training data compiled
from the internet may be skewed towards a prominent user demographic, such as
young and English-speaking. [10], [11], [12]

e Prompt conditioning: LLMs trained to satisfy users can introduce bias by emphasizing
the information they believe the user wants. When analyzing RFI results, it was
therefore important to ask objective questions without suggesting anticipated results.
For instance, when asking about which technology areas respondents identified as
critical to the future of advanced manufacturing, a user expressing interest in a specific
technology area could cause the tool to inflate its importance. To mitigate this, the LLM
tool was asked to calculate the percentage of responses mentioning each technology,
generating a more objective landscape of answers.

e Complex queries with large datasets: Breaking large datasets and complex queries into
smaller pieces is critical for obtaining consistent and detailed results, as LLMs are
constrained by limited context windows and a tendency to favor concise outputs.
Context windows, which cap the amount of text (both input and output) a model can
consider at once, mean that very long chats can cause models to lose track of earlier
instructions, causing drift in output. In practice, requesting summaries of responses to
the RFI’s twelve multi-part questions one at a time, rather than all at once, produced
more thorough and consistent results.

e External platform integration: Current LLM web applications have limited ability to
work directly within external platforms, requiring manual steps by the user that reduce
efficiency. For this RFI, the LLM tool could read uploaded files such as Excel
spreadsheets, Word documents, and PDFs, but could not manipulate them directly. As a
result, data formatting was performed within the LLM’s chat application and manually
copied and pasted into Excel. Absent upgrades to web applications, alternative
configurations such as code-execution-capable interfaces or agentic tools that can run
Python may be better for tasks requiring direct file manipulation.
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3. Procedure for public comment collection and analysis

The procedure for collecting and processing public comments submitted to the RFI for the
2026-2030 National Strategic Plan for Advanced Manufacturing consisted of three primary
steps: (A) collecting responses, (B) formatting the data, and (C) analyzing the data. This process
is illustrated in Figure 1 and described in more detail in the following sections.

26 town halls
2100 participants
809 unique responses

0,0
@) Town halls

5
Database |I|. Data analysis
=

N Responses organized Queries were
) Regulations.gov into a central supported by an LLM
spreadsheet with to extract and
264 responses consistent format summarize common
2301 pages of online ideas from
submissions including responses, followed
text files, Word docs, by human validation
PDFs * LLM-supported * LLM-supported

Figure 1 - Schematic illustrating the process of collecting public comments, formatting raw data, and conducting
the analysis of results. Steps that involved support from LLM tools are annotated in red.

3.1. Collect responses

The RFI for the 2026-2030 National Strategic Plan for Advanced Manufacturing was open for
public comments for 9 months, during which responses were collected through town hall
events and online submissions to regulations.gov, the U.S. federal government’s portal for
public comments on proposed rules and notices. The 26 in-person and virtual town hall events
generated 809 unique responses, with attendees responding to individual RFl questions
through Slido, an online polling application, or through verbal responses recorded by a
notetaker. The 264 online submissions totaled 2,301 pages in various formats including text,
PDFs, Word documents, and PowerPoint presentations.

3.2. Format data

Before conducting analysis of public comments, it is best practice to organize and index the
data using a consistent format for easy reference. Two separate spreadsheets were created:
one for town hall comments and one for regulations.gov comments. Town hall comments were
already organized by RFI question and were copied and pasted into a central spreadsheet
without the use of SI. The large volume and varied formats of the regulations.gov submissions,
however, made the LLM useful for organizing the responses into separate columns by question.
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Additional information including page count, organization name, and organization type was
entered manually.

To organize the written data, the following prompt was used.

Prompt: | need to analyze written responses to a request for information (RFl) regarding
writing a U.S. National Strategy for Advanced Manufacturing. The RFI asked respondents
a series of questions. Some respondents answered with a breakdown of each question
and some of them sent free-form responses that answered some of the questions
indirectly. First, | will provide you with the list of questions that were asked. Then | will
upload individual responses. For each response, analyze whether or not each question
was answered, and provide me with the response to each question if it was addressed.
Provide this output in a table with separate rows for each question (1a, 1b, 2a, 2b, 3a,
3b, 4a, 4b, 5a, 5b, 6a, 6b, 7a, 7b, 7c, 8a, 8b, 9a, 9b, 10, 11a, 11b, 12). If a question was
not addressed, leave that cell blank. For responses that are broken down into the
separate questions, your output should include the exact language from the document
verbatim for each question in the spreadsheet, rather than a summary. Tell me when you
are ready for the set of questions that were asked.

The LLM would confirm that it understood the task, after which the list of RFI questions was
provided before uploading each response.

Prompt: Below is the list of questions that were asked. Tell me when you are ready for
the first response.

[List of questions provided]

Having provided sufficient context, responses were uploaded one at a time. The output was a
table with a row for each of the twenty-three question parts, populated with the exact text of
each answer applicable. For responses organized by question, the table included verbatim text
regardless of its length. For free-form responses, the LLM assessed how each question was
addressed and summarized the answers.

Human analysts needed to closely monitor the outputs and cross-check rows to confirm that
the LLM was following the initial instructions and that the data in the tables matched the text in
the written responses. Instructions needed to be reiterated roughly every 5-10 responses, more
frequently for complex or lengthy responses of more than a page per question. This is evidence
of drift due to limited context windows, as discussed in Section 2. A summary of common errors
and mitigation strategies is presented in Table 1.
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Table 1 - Summary of common errors and mitigation strategies that arose during the data formatting stage.

Likely Cause

Mitigation

Summarizing or rephrasing:

The LLM shortened
responses during the data
formatting stage when it was
instructed to keep original
language. This error would
repeat over time, as the LLM
appeared to “forget” the
instruction.

Hallucinating responses:

The LLM occasionally
fabricated answers to
guestions that were not
provided in the RFI
responses, apparently in an
effort to fill gaps.

3.3. Analyze Data

Limited context window:

Instructions fall out of the
context window as the
session grows longer and as
additional input is added.

LLM preference for concise
outputs.

Preference for completion:

The model fabricates output
rather than leaving a cell
blank

Reiterate verbatim
instructions for outputting
verbatim responses:

Instruct the LLM to apply the
formatting from previous
output and remind it to
provide verbatim RFI
response without
summarizing.

Reiterate blank cell
instructions:

Instruct the LLM to redo the
previous response and
remind it to leave blank cells
for unanswered questions.

Once the public comments were organized into indexed spreadsheets, the files could be
uploaded into the LLM, and the responses to specific RFl questions could be analyzed through
guerying the tool. For this stage, a second chat was created for data analysis, independent from
the previous data formatting chat. Having two chats helped organize the two tasks and left
open the option to easily return to the data formatting workstream, if needed. To improve the
LLM output, it was important to provide relevant background information and sufficient

context about overall objectives.

First, a context prompt provided the ultimate objective of preparing a strategic plan that
incorporates stakeholder input, and an earlier quadrennial strategic plan was uploaded for
reference. The prompt then explained the upcoming task of organizing and summarizing public

comments.

Prompt: | am preparing a U.S. National Strategy for Advanced Manufacturing. This
document will outline goals, objectives, and recommendations regarding federal
programs and activities to advance United States manufacturing competitiveness,
including advanced manufacturing research and development that will create jobs, grow
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the economy across multiple industrial sectors, strengthen national security, and
improve healthcare. For reference, | am uploading the last version of this report that was
published four years ago.

[Report uploaded]

Part of this writing process involves collecting public comments from subject matter
experts in various fields related to advanced manufacturing. | will upload a spreadsheet
with public comment responses to a series of questions we asked them to generate input
on the scope of the Strategic Plan. | will give you a set of criteria with which to process
the comments and output key takeaways. Tell me when you are ready for the next step.

Next, the LLM was provided with a list of common abbreviations from the responses, along with
the meanings of each term. The list was compiled by uploading the spreadsheets in a separate
chat and asking the LLM to list all the abbreviations in the data, regardless of whether it knew
their meanings. An expert validated that the definitions were correct and provided content
where terms were unfamiliar to the tool. The list was provided as context in the response
analysis chat.

Prompt: Before we begin, here are a set of common abbreviations that will come up
throughout the responses. Consider the meaning of these abbreviations when analyzing
comments and grouping common ideas. Tell me when you are ready for the next step.

[List of abbreviations provided]

To ensure the LLM accurately grouped related ideas when analyzing different technology
themes, key word associations were provided between different words used to describe the
same or related ideas.

Prompt: Some responses will use different words to describe the same, or related, ideas.
Note the following word associations when analyzing comments and grouping common
ideas. Tell me when you are ready for the next step.

e Semiconductors: chips, microelectronics
e Artificial intelligence: machine learning, smart manufacturing

e Energy: power electronics, renewables, power, nuclear, battery, wind, solar,
small modular reactor, grid

A three-point scoring system was used to evaluate how relevant each response was to the
National Strategy.

Prompt: Throughout the analysis, | will ask you to provide a “Relevance” score for
responses based on how well they address the original question(s) posed. Use the
following set of criteria to assess relevance on a scale of 1-3. Tell me when you are ready
for the next step.

e 3: Directly addresses the original prompt question(s) with supporting information
or ideas that may be useful to writing the National Strategy for Advanced
Manufacturing.
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e 2: Partially addresses the original prompt question(s). Response may not provide
much useful information or may provide too much extraneous information that is
not useful to answering the question or to writing the National Strategy for
Advanced Manufacturing.

e 1: Does not address the original prompt question. Response does not provide
information that is useful to answering the question and is not helpful to the goal
of compiling the National Strategy for Advanced Manufacturing.

To calibrate the relevancy scoring, manually scored sample responses were uploaded to the
LLM as baseline examples.

Prompt: Review the attached files for examples of responses with each relevancy level.
Rel3.pdf has a relevancy score of 3, Rel2.pdf has a relevancy score of 2, and Rell.pdf has
a relevancy score of 1. Use these documents as a metric for how to apply relevancy
scores to future documents that are uploaded.

The LLM was asked to generate relevancy scores for each of the responses.

Prompt: Review the responses in the spreadsheet titled [file name] and provide a score
from 1 to 3 on how well the response addresses the original questions posed in the RFI,
where 1 is not relevant and 3 is very relevant. Use the scoring metrics previously
provided. Provide the output in a table with the columns: ID and Relevance, where “ID”
corresponds to the identification numbers in the spreadsheet.

The LLM was provided with each question and corresponding responses individually and told to
output a summary of the main ideas raised in the responses. For example, the following prompt
was used for Question 9a:

Prompt: Now read the responses to question 9a in both spreadsheets. The question
asked was: “What are the biggest obstacles faced by small and medium-sized
manufacturing companies in adopting advanced technologies to increase efficiency and
productivity?

Summary: Generate a summary of the most common and most interesting takeaways
from the responses, as well as any key points raised that should be taken into
consideration in the National Strategic Plan.

In addition to grouping by RFI questions, themes were extracted based on other categories,
such as organization type, to analyze other aspects of the results.

Prompt: Review the responses in the spreadsheet titled [file name]. Column C is called
Org Type and each respondent is categorized as either company, consulting firm,
government, individual, manufacturer, Manufacturing USA institute, national lab,
nonprofit, trade association, university, venture capital, or workforce development org.
Can you identify any trends in the responses based on organization type?

Beyond data analysis, the LLM tool can be used to generate new ideas by extrapolating from
concepts raised in the responses. As an example, an LLM can be queried to propose strategies



NIST AMS 100-88
November 2026

and program designs to help small and medium-sized manufacturers adopt new technologies,
based on sentiment from RFI responses.

Prompt: | am working on developing a new federal program with the goal of facilitating
advanced manufacturing technology commercialization among small and medium
manufacturers. Questions 9a and 9b asked respondents about obstacles faced by small
and medium manufacturers in adopting advanced technologies and what the federal
government can do to assist adoption. Based on ideas and sentiments raised in the RF/
responses to these two questions and other related questions, can you suggest some
specific elements for this program?

This prompt can effectively capture respondent-proposed solutions and generate new ideas
extrapolated from the public input. Using an LLM bypasses the limitations of keyword searches
for capturing complicated concepts. It also significantly reduces the time required to review
thousands of pages of text. In a manual review, a human reviewer might miss common trends
after navigating extensive dense prose.

10
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4. Conclusion

LLMs are effective tools for processing large amounts of text and improving workplace
efficiency. In government operations, public comment analysis is a powerful use case given the
volume and varied formatting of the data. This report details the LLM-supported procedure for
reviewing responses to the RFI for the 2026-2030 National Strategic Plan for Advanced
Manufacturing.

An LLM web chat interface was used to organize data into a consistent format, summarize
public input, and extract common themes, and could further be used to generate forward-
looking ideas extrapolated from the responses. This report documents the model’s strengths,
limitations, common errors, and failures. It also highlights the successful mitigation strategies
identified during this process.

Some strengths included extracting common themes, sentiment and relevance analysis, idea
generation, reduced human subjectivity, data formatting, and data labeling. Limitations
included hallucination, training data bias, and difficulty handling complex queries with large
datasets. Certain other limitations are specific to the web chat interface within the internal NIST
pilot model, such as lack of prompt conditioning and limited external platform integration.

Future LLM-supported data analysis could be improved by moving away from the web chat
interface. Alternate configurations, such as code-execution interfaces or agentic tools running
in Python, may improve workflows that require direct file manipulation, including data
formatting. A retrieval-augmented generation (RAG) pipeline could reduce hallucinations or
inconsistent results by basing the outputs only on uploaded datasets rather than potentially
filling in gaps by leveraging the model’s training data. Despite the limitations, the LLM
significantly streamlined this public comment analysis and improved its quality. As these tools
advance, they will become even more useful for similar analyses.

11
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